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1 Introduction

1.1 Objective of the document

The objective of Deliverable 5.4a is to present some initial outputs carried out in Task
5.3: Techniques for Decision Making and Actuator Response. The goal of this task is
to “suggest the best corrective action to minimize the expected operating costs." Therefore,
this task produces techniques for fault detection and classification in an environment that is
prone to outages. This allows us to schedule the corrective action before the outage happens.
The partners collaborated on various activities related to this task, and focused on decision
making informed by the fault detection and classification, Reinforcement Learning (RL) and
deep RL decision making and control for rare events and modeling the uncertainty and outlier
detection in deep learning. Finally, the document also includes work related to the updating
of extracted rules in real-time.

1.2 Structure of the document

The remainder of this document is structured as follows: Section [2| presents some insights
on decision making informed by the fault detection and classification in case of missing sensor
measurements. In Section [3| we present a study case on the use of deep RL algorithms in
decision-making and control. Section [4] presents a discussion on the explainability of black-box
algorithms and studies the uncertainty that involved in training deep learning modes to detect
outliers. In Section [5, we present the initial work done on updating extracted rules by the
QARMA algorithm in real-time. Section [6] provides a summary of all the findings presented in
this document.
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2 Framework for decision making informed by the fault
detection and classification in Industrial loT in case of
missing sensor data

The Internet of Things (loT) is a computing paradigm that relies on ubiquitous connection
to the Internet, where common objects are turned into connected devices. Up to trillions of
smart objects are being deployed, that are capable of sensing their surroundings, transmit and
process acquired data, and then in turn feedback relevant information to the environment. A
subset of loT, the Industrial loT (lloT) encompasses machine-to-machine (M2M) and industrial
communication technologies with applications in the automation sector. lloT paves the way
for better understanding of the manufacturing process, with positive repercussions on the
efficiency and sustainability of the production system [1,2]. The process of collecting and
analyzing data often involves missing sensor measurements. This introduces problems in the
process of decision making based on the collected datasets.

2.1 Framework

In this work we propose a data-driven decomposition of the process to monitor the various
indicators of the health of a machine/component or an entire industrial process. Since faults
account only for a very small fraction of the data collected in an lloT scenario, we separately
address the problem of fault or anomaly detection and the problem of fault classification.
The latter is only triggered in case an anomaly is detected, as shown by the data flow in
Figure[I] The fault detection, for which we employ an autoencoder, can be trained using data
collected during normal operation. The fault classification, can be deployed as soon as enough
labeled data related to faults become available. Finally, the imputation module, requires both
faulty and non-faulty data to replace missing sensors’ data so that the monitoring process can
continue without disruption even if some measurements are not received.

Figure [1) shows the data flow between the different components of the monitoring system,
while the sequence diagram in Figure [2| details the interaction between these components. In
case all sensors measurements are received, the fault detection procedure is always activated,
while the fault classification is performed only if an anomaly is detected (path a — ¢ in Figure
1)). In case of missing measurements, the data imputation module is first triggered, followed
by the fault detection and eventually by the fault classification if an anomaly is detected.

2.1.1 Fault Detection

We built the fault detection module using an autoencoder that receives as input the N
sensor measurements used to monitor the industrial process. The outputs of the autoencoder
are the reconstructed values from the input. By minimizing the Root Mean Square Error
(RMSE) of the reconstructed values, the model learns a representation for the input data and
filters the noise. By training the model on fault-free data only, the autoencoder will learn
the patterns of normal operating conditions. This way, when faulty data will be inputed the
resulting reconstruction error should be larger than the error corresponding to fault-free data.
It is worth noting that fault-free measurements represent the normal operation of the system,
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o No missing data; no anomaly detected
e e No missing data; anomaly detected; anomaly classification
o e Missing data; no anomaly detected

o o o Missing data; anomaly detected; anomaly classification

Figure 1. Data flow within the monitoring system. If all measurements are received the fault
detection is activated, followed by the fault classification in the event of an anomaly (paths a
and a — ¢). If some measurements are not received, the fault detection and identification are
preceded by the data imputation module (paths b — d and b — d — e).
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Figure 2: Sequence diagram of the monitoring system. The two colored rectangles represent
alternatives that are executed if the respective conditions are met.
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these measurements constitute the majority of the collected data. Hence the fault detection
module can be readily deployed as soon as enough measurements are collected. After training
the model to minimize the RMSE, we choose an RMSE threshold, which will indicate the
presence/absence of a system fault. This threshold is chosen by running multiple iterations of
the fault detection algorithm and optimizing the trade-off between fault detection and false
alarms.

Besides its main purpose, which is fault detection, the autoencoder is also used to fine-tune
the training of the model for the missing sensor measurement imputation.

2.1.2 Fault Classification

For the fault classification module, we adopt a fully connected Deep Neural Network (DNN)
that receives as input the time lags of the N sensor measurements used to monitor the industrial
process. Another possible solution is to adopt a recurrent neural network. Fault classification
is a multinomial (or multiclass) classification problem. While an unequal distribution of the
faults might result in an imbalanced classification problem, we have addressed the most severe
imbalance by training separately a model for the detection of anomalies that only requires
fault-free data. In fact, fault-free sensor measurements, i.e. data collected in normal operating
conditions, represent the vast majority of the data collected in lloT. By separating the fault
detection from the fault classification stage, the DNN for fault classification is only used after
an unspecified fault has been detected to determine which fault has occurred. Therefore the
DNN for fault classification is trained only using sensor measurements collected during faulty
operations to classify the different types of faults.

The DNN is not only used to determine the type of fault that has occurred, but it is also
the basis to fine-tune the training of the model used to impute missing data.

2.1.3 GAN-based approach for imputation and classification

The data imputation module relies on a Generative Adversarial Network (GAN) model that
learns the correlation between the data from the input layer to replace missing sensor measure-
ments. Considering that the main purpose of data imputation in our proposed architecture is
to replace the missing values so that the fault detection and classification modules can operate
correctly, the model requires both faulty and non-faulty data during training. We start from
the GAIN model presented in [3]. In [3], the generator G observes the N-dimensional real data
vector x with missing components. Let us denote by M the mask that indicates the missing
values in the input dataset. The mask M, when multiplied with the complete input dataset,
produces a dataset with missing values. Then GG imputes the missing components conditioned
on what is actually observed, and outputs an imputed vector X. The discriminator D receives
the output of the generator as its input. It takes the complete vector generated by G and
attempts to determine which components were actually observed and which were imputed. In
other words the discriminator D attempts to predict the mask M. In addition to the output
of the generator, D receives a hint vector, which reveals partial information about the missing
values. In particular, the hint vector reveals to D all the components of the mask M except
for one, which is randomly independently chosen for each sample.

The training of the GAIN model is a two step process. We first optimize the discriminator D
with a fixed generator G using mini-batches of size Kp. D is trained according to equation (|1)),
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where L is defined with equation (2)).

mli)n—ZﬁD (m(j),m(j),b())) (1)

=0 (2)
+ (1 —my) log(1 — ;)]

We denote with m(j) the original mask associated with j—th sample in the mini-batch, while
m(j) is the corresponding predicted mask, i.e. the output of D, and b(j) is an N —dimensional
vector whose elements are all equal to 1 except for one element that is 0. The position of the
0 element in b(j) is the position of the only element of the mask m(j) that is not provided
as input to D. In other words, by using we train D only for the element of the mask
vector that is unknown to the discriminator for each sample, which is randomly chosen for
each sample.

mgnzﬁa (m(j), m(j), b(5)) + L (x(j), x(5)) (3)
j=1
After we run the training process for the discriminator D, we optimize the generator ¢
according to equation (|3|) with mini-batches of size K. The cost function for GG is the weighted
sum with hyperparameter a of two components: one which applies to the missing sensors
measurements - L (equation (4]); and one which applies to the observed measurements -
Ly (equation ().

Le(m, i, b) =~ ) (1—m;)log(ri) (4)

i:b;=0

L (x,%X) = Z my(&; — x;)° (5)

In [3], the authors use the RMSE as the metric to evaluate how well the model performs in
terms of imputing the missing values. However, we noticed that even though the RMSE metric
can be very low, in an industrial process certain measurements might have a lower tolerance
to variations, while other measurements might have very limited impact on the capability to
monitor the process. This is for example the case for the TE process, which we used for the
validation of our framework. Therefore, instead of relying on the RMSE, we use the feedback
from the fault detection and classification modules to tune the hyperparameters of the GAIN
model (see Figure [3)).

The authors of 3] provide theoretical results for a dataset with values Missing Completely
At Random (MCAR). Similarly, we use the MCAR approach for training of our model. However,
in order to understand the impact of physical sensors failing, validation and testing are done
on persistent sensor failures. That is where the feedback coming from the fault detection and
classification modules plays an important role, because the imputed values have to provide
enough information for these two modules to operate correctly.

Project Title: FIREMAN 8 https:/ /fireman-project.eu
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Figure 3: Hyperparameteres tuning for the GAN.

2.2 Performance evaluation

To train the models and test the performance of the framework presented in the previous
section we use the Tennessee Eastman (TE) process dataset. The TE is a chemical process
that was computationally modelled in 1993 and since then has become widely adopted for
benchmarking process monitoring techniques. The TE process simulation produces data in
correspondence to normal operation (fault-free data) and in correspondence to 21 different
simulated process faults (faulty data). Two sets of data are generated - training and testing
datasets. The data consists of a multivariate time series of N = 52 variables sampled at an
interval of 3 minutes. The training data and testing data span 25 hours of operation (i.e. 500
samples) and 48 hours of operation (i.e. 960 samples) respectively.

While the original TE process dataset consisted of 22 runs, one normal and the remaining
21 for the faulty conditions, in this work we use the extended version provided by Reith et al. [4].
This extended dataset was generated by running 500 independent simulations for each of the
runs, differing from the original ones for the random seeds used. Faults are introduced after 1
and 8 simulation hours in the training and testing files respectively. Our analysis presented in
the remainder of this section does not included fault 21 since it was not part of the extended
dataset. Finally, faults 3, 9, and 15 are not considered because of their unobservability from
the data which results in high missed detection rates [5].

In deliverable 4.2, we presented a detailed analysis of the performance of the fault detection
and the fault classification module. Since only initial results of the data imputation module
have been presented in the previous deliverable, we will provide more details related to this
module in this report.

The GAN was trained using 400 of the 500 training files for all the considered faults
and the normal operating conditions. These are the same 400 files that we used to train
and validate the fault detection autoencoder and the fault classification DNN (presented in
Deliverable 4.2). We used the remaining 100 training files as validation data for the GAN.
It is important to highlight that these 100 files were not used in the training or validation of
the the fault detection autoencoder and the fault classification DNN, since these two models
are used in the hyperparameters selection for the GAN. As mentioned earlier, the proposed
architecture has to work as one interconnected system, meaning that to understand how the
GAN model performs we cannot rely exclusively on validation metrics related to the GAN itself.
We have to consider the system as a whole, and look at the impact on the fault detection

Project Title: FIREMAN 9 https:/ /fireman-project.eu
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Table 1: GAN hyperparameters

o  pn, Batchsize +epochs
Generator 100 0.1 1000 250,000
Discriminator | / 0.1 1000 250,000

Table 2: Dimensions of the discriminator and generator networks.

Input layer Hidden layers Output layer
size size size
Generator 624 (1144, 1144] 52
Discriminator 104 200, 200] 52

and classification modules of the data reconstructed by the GAN. In particular, we used the
precision and recall of the fault classification module and the missed detection and false alarm
rate of the fault detection module to tune the GAN hyperparameters, i.e. to determine the
number and size of the layers for the generator G' and discriminator D, the value of « in (3]
and the missing probability, i.e. how many sensors are missing for each sample during training.
We considered 4 different values for o, 3 different options for the number of hidden neurons
for G and D, 2 options for the number of hidden layers for G and D, and 3 values for the
missing probability, resulting in 432 configurations of these hyperparameters. We randomly
sampled 50 distinct configurations and trained and validated the GAN in correspondence to
each of them. Table [1| shows the chosen o parameter and the missing probability p,,, while
Table |2 reports the selected size for the generator and the discriminator. As shown in Table
[2, both the generator G and the discriminator D have one input layer, two hidden layers and
one output layer. The input of the generator (G consists of: the current sensor measurements
(with missing values), the measurements for the last Lg = 10 time steps and the mask that
indicates which measurements are missing. Considering that our system has N = 52 sensors,
the size of the input layer is N + N x Lg + N = 624. The input of the discriminator D
consists of: the current sensor measurements (with imputed values - output of G) and the
hinting vector. Hence, the size of the input layer of D is N + N = 104.

In the remainder of this section the performance of the GAN-based imputation and the
performance of the Moving Average (MA) and missForest (MF) methods that were used as
benchmarks, are measured with respect to the impact on the fault-classification DNN and the
fault detection autoencoder. The MA method simply replaces missing values in a time series
with the average of the last W observed values. In our simulations W = 10, the same as the
number of lags L used by the GAN.

We first run 103 simulations in which approximately 10% of the measurements are randomly
missing, i.e. 5 of the N = 52 sensors are missing in each sample. We repeated the same
experiment by considering persistent sensors’ failures. The results of this preliminary analysis
show that in most cases the MA mechanism achieves a very good performance. However, on
closer examination of these results we observed a drop in performance of the fault-classification
DNN when specific sensors were missing. In light of this, we conducted a thorough analysis
by systematically removing sensors one by one and measuring the impact for each fault when
imputing the missing values using the MA. This analysis showed that only 12 sensors have
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a significant impact on the fault classification mechanism. The set So of critical sensors is
Se ={0,8,12,17,18,20,21,43,44,49,50,51}. Some of these sensors impact multiple faults
(e.g. sensor 17), others are critical just for the detection of one of the faults (e.g. sensor 0). If
any of the remaining 40 sensors is missing and its value is imputed using an MA or even using
the average over fault-free data, the recall of DNN is always greater then 0.80. On the other
hand, if even one of the 12 identified critical sensors is missing, the MA-based imputation
does not result in an acceptable loss. In fact, in some cases the recall of the DNN can drop
below 0.40. In light of these results, we focus our analysis on these 12 critical sensors to
evaluate the performance of the imputation mechanism. The results of this analysis are shown
in Figure [l For each of the 500 testing files of each fault we simulated the unavailability of
each of the critical sensors 10 time slots after the fault occurred and for the entire duration
of the simulated process. Since the number of lags Ls used by GAN is equal to 10, for
each testing file the first missing sensor measurement imputed by the GAN uses the actual
sensors measurements. Henceforth, and until the end of the simulated process, the GAN relies
on imputed values for the missing sensors. At each time slot, we performed the imputation
using the generator of the trained GAN and the MA. Since the MF cannot be used as an
online algorithm, we provide as input to the MF each testing file as a whole, after having
removed each of the critical sensors 10 time slots after the fault occurred. We then fed the
imputed data to the fault classifier DNN to determine the resulting performance of the two
imputation mechanisms. Let us denote by P(f) and R(f) the precision and recall for fault f
of the DNN in correspondence to the original testing data. We also denote by Ry (f,s) and
Pra(f, s) the recall and precision for fault f of the DNN when classifying data imputed using
MA for missing sensor s. In a similar way, we define Roan(f,s) and Pean(f, s) in case of the
GAN-based imputation, and Ry (f,s) and Pygr(f,s) in case of the MF-based imputation.
By computing the average recall and precision over all the critical sensors for both imputation
methods, we can compare it against R(f) and P(f). In particular, we define the difference
in recall and precision of the two imputation methods with respect to the original recall and

precision values as:
R, ([,
AR(x7 f) = R(f) - ZSGSTSC‘ (f S> (6)

and

P.(f, s
Ar(a ) = () - e DD )

where x denotes MA, MI" or GAN.

Figures [4al and show the resulting distribution of these differences. As we can ob-
serve, the GAN imputation results in a shift of the distribution of the difference in recall and
difference in precision towards smaller values. In other words, the loss due to the missing
sensor measurements is significantly mitigated by the adoption of the GAN-based imputation,
with the more complex MF imputation performing better than the MA. Both MF and MA
methods exhibit values of recall greater than 0.1, i.e. they have a significant impact on the
fault classification performance. In fact, the difference in recall is greater than 0.1 in 59% of
the cases when using MA and in 29% of the cases when using MF. As for the difference in
precision, it is greater than 0.1 in 29%, 18%, and 6% of the cases when using MA, MF, and
GAN respectively.
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Table 3: Number of samples used for false alarm and miss detection rate computation.

No missing data MA/MF/GAN
False alarm rate 500 x 960 12 x 500 x 960
Miss detection rate | 17 x 500 x 800 12 x 17 x 500 x 800

Table 4: False alarm and miss detection rate on the test set.

No missing data MA MF GAN
False alarm rate 0.12 0.17 0.14 0.14
Miss detection rate 0.17 0.17 0.18 0.17

Figures [Ad and [4d] show the resulting distribution of the difference in recall and precision in
case 2 critical sensors measurements are not available. In this case, for each of the 500 testing
files of each fault we simulated the unavailability of each of the possible 2—combinations of the
critical sensors. As before, we consider the worst case scenario of persistent sensors failures,
i.e. the sensor measurements are unavailable for the duration of the simulated process. We
then perform the imputation using the generator of the trained GAN, the MA, and the MF and
tested the DNN on the resulting imputed data. The results confirm that the GAN imputation
significantly outperforms the MA and MF also in this case.

As for the anomaly detection evaluation, table |4 shows the comparison between the false
alarm and the missed detection rate for the original testing files, for imputed values using
MA, MF and GAN. It is worth highlighting that to compute the missed detection rate the
testing files corresponding to faulty operations have to be used, while the false alarm rate is
computed on the testing files corresponding to normal operations. As before, for each of the
500 testing files of each of the 17 faults, used in this case to compute the missed detection
rate, we simulated the unavailability of each of the 12 critical sensors 10 time slots after the
fault occurred and for the entire duration of the simulated procesd] In the case of false
alarm rate, for each of the 500 testing files corresponding normal operations, we simulated
the unavailability of each of the 12 critical sensors 10 time slots after the beginning of the
simulation. Table[3|summarizes the number of samples used for each case. As we can see from
Table [4, the MA and GAN methods perform as well as the original data with respect to the
miss detection rate, while the MF method shows degradation in its performance. However, the
false alarm rate is affected by the use of imputed values, with the GAN and MF outperforming
the MA method.

2.3 Conclusion

In this work we proposed a data-driven decomposition of the process to monitor the various
indicators of the health of a machine/component or an entire industrial process. We included
in the monitoring system a module for data imputation that guarantees we have a functioning
system in place even in case some of the critical sensors’ measurements are missing, due for
example to hardware or network issues. The data imputation module is based on GAN and

1Since 20 measurements per hour are collected and faults are introduced in each testing run after 8
simulation hours, the number of faulty samples in each testing file is 960 — 8 x 20 = 800.
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was optimized by taking into account the feedback from the fault detection and classification
modules, rather than using a metric, e.g. the RMSE, specific to the GAN model alone. This
allowed us to fine-tune the data imputation so as to minimize the impact of missing sensor
data on the capability of the system to detect and identify faults. We conducted a thorough
evaluation of the proposed approach using the extended Tennessee Eastman Process dataset.
Results show that the GAN-imputed data mitigate the impact on the fault detection and
identification even in the case of persistently missing measurements from sensors that are
critical for the correct functioning of the monitoring system.

Since industrial systems rely on accurate data to perform decision making, our framework
enables an improved operation of the first step in that process, i.e. data collection and
classification in a fault tolerant way. Once the classification is done correctly, the decision
making can be based on well established fault mitigation procedures.
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3 A brief overview of RL and DRL decision making and
control for rare events

Reinforcement learning (RL) is a framework that can solve optimally problems that can be
formulated as Markov decision processes (MDPs) [6]. Typically, given a certain model (envi-
ronment), an RL algorithm aims to find the best decision (action) to be taken at a time for the
decision-maker (agent) while observing certain circumstances (state) to increase its benefits
(reward) as much as possible. RL is a field that is widely used in various applications, such as
control, robotics, wireless communications, economics, and neuroscience [7]. In addition, RL
algorithms can be used to identify rare events and overcome the problem of the sudden unfore-
seen event, as discussed in [8]. Many emerging Internet of Things (loT) critical applications
rely on information freshness and require extremely low latency communication. The usage of
unmanned aerial vehicles (UAVs) on information collection is in rapid increase, especially in
urban and large areas. Applying learning schemes on serving event-driven applications, where
the activation pattern of the loT devices, is necessary. RL schemes have been widely active in
the literature that is related to UAVs. The UAV uses RL algorithms to optimize its trajectory,
as well as, scheduling the device to be served.

In this section, we present a brief overview of RL and deep RL (DRL) on decision making
and control for rare events. First, we present a brief discussion on RL and DRL. Then, we
present a study case on the usage of DRL algorithms in decision-making and control for a
UAV-based application.

3.1 RL and DRL Overview

3.1.1 MDP lllustration

An MDP is usually formulated in terms of the tuple (s, a,r,p), where s is the state, a
is the action, r is the reward results form selecting action a at state s, and p is the state
transition probability [9]. The RL problem considers an MDP, where an agent interacts with
the environment by taking action a; at time step ¢ while observing state s;. Afterwards,
according to the state transition probability p,, ,,,,, the state of the environment transits to
S¢+1. In addition, the agent receives a reward r; from the environment due to choosing the
action a; while observing the state s;,. The return (G, is the total discounted reward from time
step t and it can be formulated as

o0

Gi=ri1+ Y742+ ... = Z 7k Tt+1+k; (8)
k=0

where -y is the discount factor that represents the present value of future results. The goal of
the RL framework is to allow the agent to find the optimal policy 7*, that describes the best
action to be chosen while observing each state at each time instant ¢t. The optimal policy is
the policy that maximizes the total expecting reward starting from an initial state s;

7 = max G, (9)
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where GG is the total expected reward, which can be formulated as

Gr=Y E[r|s]. (10)

In this context, the action-value function ¢, (s, a) is defined, which is the expected return
starting from state s, taking action a, and then following policy 7. The action-value function
¢r (8¢, a¢) at time ¢ can be decomposed into the immediate reward plus the discounted action-
value function ¢, (s;41,a:11) at time ¢ + 1, which leads to the Bellman expectation equation

qw(sa a) =E [TtJrl + Y 4qr (8t+17 at+1) ’St =8, 4; = a] ) (11)
which is used for prediction in MDP planning (evaluating how good each state is). The

optimal action-value function, which also defines the optimal policy, is the maximum action-
value function over all policies

q"(s,a) = max ¢(s,a), (12)
and further leads to the Bellman optimality equation
q*(stv a) = Tt+1 + Z pst,stJrl Y mgx q* (St—‘rh CL) ) (13)
St+1

which is used for control in MDP planning (finding the optimal value function and the optimal
policy).

3.1.2 Q-Learning

The Bellman optimality equation is non-linear and doesn’t have a closed form solution
generally [6]. To solve it, iterative solutions are applied, such as monte-carlo solutions and
temporal-difference (TD) for model-free problems, where the MPD formulation is unknown.
The most famous iterative solution is the Q-learning solution (sarsamax). Q-learning is an off-
policy TD control algorithm that iteratively approximates the optimal action-value function.
Its update equation can be defined as

Q (st,a:) = Q (5¢,a4) + <7“t+1 + maaXQ (st41,0) — Q (3t>at)> : (14)

where « is the learning rate. In addition, an exploration rate ¢ is defined, where the agent
selects a random action with probability € and selects the greedy action (the one that maximizes
the state-action value) with probability 1 —e. The value of € decays as the learning progresses.
Hence, random actions are more likely to be chosen at the beginning of training to explore the
state space, whereas it is better to follow the best policy after relatively long training period.
This changes the iterative equation into

Q(s,ar) = Q (s, ) + (Tt+1 +7Q <3t+1a a,> —Q (s, at)) ; (15)

where the action @’ is chosen randomly with probability ¢, whereas the action @’ that maximizes
the action-value function is chosen with probability 1 — e. The Q-learning iterative procedure
guarantees to converge to the true optimal action-value function for an appropriate learning
rate.
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3.1.3 Deep Reinforcement Learning (DRL)

In complex MDPs, the agent experiences a large dimension state space, which can be
almost considered as a continuous state space. To overcome the dimensionality issue, a deep
Q-network (DQN) model was proposed in [10] to work as a function approximation to estimate
the action-value function (Q-function). To estimate the Q-function, a deep neural network
(DNN) is implemented to approximate the Q-function by introducing the weights of the neural
network 6 to the Q-function @ (s, a;0). Afterwards, the DNN is trained by minimizing the
square error function (loss function) L (6;) which can be described as

L(0,) = (7“7:+1 +max @ (8t41, a5 0;1) — Q (54, ag; 9t)>2- (16)

In DQNss, there are two implemented neural networks [10]. The first network, as described,
estimates the Q-function, whereas the second network is called the target network, which
estimates the target Q-function @ (s,a;607). The weights 0~ are associated with the target
network, where the loss function is formulated as

L (9) = (Tt+1 + mCEL%XQ (St-i-la a; 9_) - Q (3t>at;9)>27 (17)

where @ (s, a4;60) is calculated from the Q-function approximation network, whereas
Q (St41,a;07) is calculated from the target network. The weights of the Q-function ap-
proximation network and the target network can be updated using gradient descent.

In this context, there are two major strategies that improve the learning rate: fixed Q-
targets and experience replay. The DQN updates the Q-function estimator network, while
keeping the weights of the target network fixed, where they are only updated every specified
number of steps to utilize the fixed Q-targets. In addition, the DQN stores the experience
(St4+1,@¢41, 711, Se41) in a buffer memory, where a small batch from this buffer is sampled
randomly to train the neural network. The experience replay utilizes the past experience and
also breaks the correlation behavior of the samples, where the states s; and s;,; are highly
correlated. Applying fixed Q-targets and experience replay strategies speed up the learning
process and guarantee finding the optimal policy. Further, ((17)) can be reformulated as

L(0) = <Tm + HlL?XQ (3m+17 a; 0_) = Q (Sm am; 0)>2 : (18)

3.2 Study Case - Unmanned Aerial Vehicles (UAVs)

Minimizing the Aol in loT applications has attracted lots of attention recently, with special
interest in scenarios with power-limited SNs, and their communication with the base station
(BS) is difficult or even infeasible most times [11,{12]. The sensor nodes (SNs) in such
scenarios might not transmit the signals with sufficient power and hence will not achieve the
signal-to-interference plus noise ratios (SINR) required to decode the data at the BS.

A potential solution to solve the aforementioned problem is the use of mobile nodes, such as
unmanned aerial vehicles (UAV), with low operational costs and flexible deployment capabilities
to collect information from end devices and re-transmit it to the BS [13}/14]. In addition, UAVs
also offer the possibility of reaching high altitudes while flying, hence, increasing the probability
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Figure 5: A set D of loT devices served by a set U of rotary-wing UAV. Each UAV relays the
information from the loT devices to the BS in the middle of the map.

of line-of-sight (LOS) with both BS and ground users. Their hovering capabilities allow them
to stay stationary at certain positions over the surface for a given time period [15]. These
characteristics make UAVs a suitable option for implementing of efficient Aol minimization
methods.

Determining the optimal UAVs trajectory to minimize the Aol considering the activation
pattern of the loT nodes is among the key design challenges in this case. This has been ad-
dressed in the literature by formulating an optimization problem, which is then solved using op-
timal or heuristic algorithms, such as dynamic programming and ant colony optimization [13].
However, the complexity of the original problem requires significant simplifications to switch
it to a feasible optimization problem, reducing its practical appeal. An alternative option to
find the optimal trajectory is the implementation of learning methods such as reinforcement
learning, which allows the agents (UAVs) to learn the environment and determine the optimal
flight policy to control the optimal trajectory.

Given the MDP discussion in section [3.1.1] and the previous given introduction on UAVs
in loT networks, we can brainstorm an appropriate MDP formulation for the UAV-based ap-
plications. Let a large area with a set D = {1,2,---, D} of D low-power single-antenna loT
devices randomly deployed in the 2D plane to monitor different physical processes as in [16,17]
and as shown in Fig[5] The location of each device d € D is given by Ly = (x4, v4). A BS is
located at the center of the area (i.e, at (0,0)). Aset U = {1,2,--- ,U} of U rotary-wing
UAVs is dispatched to collect information from all the deployed devices by flying over different
spots within the service area. Each UAV then relays the information from the loT devices
to the BS at the center of the map. A set of UAV charging depots C = {1,2,--- ,C} is
conveniently deployed at fixed positions around this area (for example, at the corners). The
position of each charging depot ¢ € C is given by b, = (z.,y.). The main objective is to
gather information from the devices in a way which reduces the weighted sum of Aol while
reducing the energy consumption for each loT device. Moreover, each UAV needs to optimize
the optimal trajectory to move on it on the grid world to approach the selected devices to
be served. For instance, the state space can be decomposed of the Aol of each device, the
available amount of energy the UAV has, and the position of the UAV in the grid world. In
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addition, the action space can be decomposed of the selection of the device(s) to be served
at a time by the UAV and the movement direction of the UAV. Finally, the reward function
can be initially formulated as function of the weighted sum of Aol as

— Y 0aAat) =7, if dua > R,

u t) =
rul? — Y BaAa(t), otherwise,

(19)

where we assume a fixed transmission power P, and a fixed coverage radius for each device
Ry. In addition, z is a deduction points when the UAV chooses a device outside the coverage
radius to speed up the convergence of the algorithm, 6, is the importance weights of each
device, and Ay is the age of device d. Note that the reward function can be reformulated to
contain the average transmission power of each device as well.

Usually, RL algorithms are suitable for real-time applications due to its simplicity and low
energy demands. However, more complex applications, where DQNs are used to overcome the
curse of dimensionality, may require larger training time and more energy consumption, which
should be taken into consideration while formulating such algorithms.

3.3 Conclusion

We present a brief overview of RL algorithms and their importance on decision-making
and control. Function approximation techniques were proposed to estimate the action-value
function in high-dimensionality problems. Typically, a DQN was proposed, where the two
deep neural networks are used to estimate the action-value function and the target action-
value function. DRL algorithms are widely used in optimizing the trajectory of the UAV
and scheduling the resources for loT devices to jointly minimize the Aol and the energy
consumption.
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4 Uncertainty modeling and outlier detection in deep
learning

Before any control or management action that follows the rare event detection, it is
important to consider the uncertainty involved in the process, mainly when deep learning
processes—usually hard to explain—are considered. In this section, we will provide ways to
explain black-box approaches, and also indicate different ways to obtain outlier detection using
deep learning. In the final deliverable, our aim is to demonstrate how the uncertainty model
is to employed to evaluate the uncertainty of specific deep learning approaches for outlier
detection.

4.1 Black Box Algorithm Explainability

Certain high-risk use cases for machine learning algorithms demand a high level of explain-
ability and confidence in the algorithm outputs to use in fields of decision making. Usually an
algorithm will make a classification or decision but there will not be a clear explanation as to
why the algorithm made that decision. In the field of power electronics, understanding why a
data-driven controller is making a decision is critical to incorporating it into real world power
distribution scenarios. The fundamental questions for the field of power electronics are posed
by [18] as the following:

1. How can the prediction of an Al/ML algorithm be trusted for power electronics?

2. How can the physical insights behind these black box tools be explained for power
electronics?

Answering these questions is complex and there are a few approaches to achieving this
goal. [18] propose using conditional entropy to determine how each input is related to each
output. The generated plots are then compared to the physical insights of the system and
outlier, adversarial data that falls outside the plot is identified and removed. The model is
then retrained. This technique is helpful for identifying and removing adversarial data that falls
outside the range of accepted values but it would not identify data overloading in a specific
portion of the graph which would create an invalid classification.

4.1.1 Model Uncertainty

In deep learning, there are two types of uncertainty that researchers are concerned about.
[19] explains each type:

e Epistemic uncertainty describes what the model does not know because training data
was not appropriate. Epistemic uncertainty is due to limited data and knowledge. Given
enough training samples, epistemic uncertainty will decrease. Epistemic uncertainty can
arise in areas where there are fewer samples for training.

e Aleatoric uncertainty is the uncertainty arising from the natural stochasticity of ob-
servations. Aleatoric uncertainty cannot be reduced even when more data is provided.
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When it comes to measurement errors, we call it homoscedastic uncertainty because it is
constant for all samples. Input data-dependent uncertainty is known as heteroscedastic
uncertainty.

Note that aleatoric uncertainty describes phenomenon that arise inline with a given probability
distribution. So if you have a signal that has noise inline with a given probability distribution,
having more data on that signal will not change the noise probability distribution. Another
way to think about it would be if you are at a train station recording audio and there will be
3 announcements that occur each hour that will disrupt your recording but you do not know
when they will come. Having more data (hours) will not change the amount of announcements
that occur. There are indeed some cases where having more data would reduce uncertainty
but that is not what this property is discussing. It does not reference the data distribution
itself but the distribution of random errors in the data.

With deep learning algorithms, it is important to know the level of confidence the model
is predicting the outcome with. [20] explain that adding simple adversarial data (like small
noise to a photo) will make an image recognition algorithm incorrectly classify one animal as
a completely different one. This is further concerning since adversarial data does not need to
be tailored to a specific algorithm. The transferability of this type of adversarial data allows it
to be applied to many black box algorithms to achieve an unintended or potentially malicious
result.

A malfunctioning sensor or bad connection can generate noise (a type of aleatoric uncer-
tainty), which cannot be fixed by more measurements or more data. Bayseaian techniques can
be used to create a probability distribution over the weights to determine a level of uncertainty
for the weights. Unfortunately, retraining a large number of models on a variety of data sets
is computationally expensive and time consuming. [21] proposed using a dropout technique
to approximate the Bayseaian representation. In this technique, which avoids over-fitting,
network nodes are randomly sampled and dropped across many different training iterations.
This dropout will randomly zero neurons in accordance with a Bernoulli distribution which was
shown to be equivalent to the Bayesian approximation of the Gaussian process. It is important
to perform the dropout technique while training and testing the algorithm and then compute
the variance to determine the uncertainty. This enables researchers to determine that for spe-
cific values the algorithm is providing a best guess answer with high levels of uncertainty, which
could then signal the need for human intervention or review in decision making. Also, data
imputation can be used as a technique to correct for or understand this type of uncertainty.
If you can identify that the uncertainty is present, then you can use data imputation to form
a well educated guess as to what the value should actually be. The significance of identifying
it as aleatoric uncertainty is that no amount of model tuning or data collection can fix the
underlying issue, so data imputation presents an opportunity to move forward that standard
techniques would not.

4.2 Types of Outliers

The term ‘outlier’ or ‘anomaly’ can have a variety of interpretations and meanings depend-
ing on the context. In order to select and evaluate appropriate techniques for outlier detection,
it is essential to understand and define the various types of outliers that can be present in
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Figure 6: Point (left), Contextual (middle), and Collective (right) outliers [22]

a dataset. There are conventionally three ways that outliers are categorized in literature as
follows [22] and visualized graphically in figure [6}

e Point outliers are defined as the individual instances that are anomalous with respect
to the rest of the data. The extreme values could lead to serious consequences, and
therefore point outliers are often the focus of sequential outlier detection research. These

outliers can be non-temporal or temporal in nature and often represent phenomenon like
intermittent sensor failure.

e Contextual outliers are the individual instances that are anomalous under a specific
context, such as the discord points within the same harmonic pattern. Contextual
outliers usually have relatively larger/smaller values in their own context but not globally.

e Collective outliers are defined as a collection of related data instances that are anoma-
lous with respect to the entire data set. Specifically, the individual points of a collective
outlier may not be anomalous by themselves but the co-occurrence of them becomes an

outlier. Collective outliers are ubiquitous in sequential data since there are often strong
dependencies among time points.

It is useful in analyzing data to be more specific with the specific phenomenon and outlier
detection desired. As such, the taxonomy of outliers will be outlined in the following sections
for this work [22].

4.2.1 Point-wise Qutliers

Point-wise outliers can fall into 2 categories: global and contextual.

e Global point outliers are single data points that significantly deviate from the overall
distribution of the rest of the data points.

e Contextual point outliers are points that significantly deviate from the overall distri-
bution of their context (ex. a given wavelength in a signal).

4.2.2 Pattern-wise Qutliers

Pattern-wise outliers can fall into 3 categories: shaplet, seasonal, and trend outliers. Figure
shows these phenomenon visually. This subset of anomalies represents various anomalous
subsequences of the data in a given context.
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Figure 7: Three types of Pattern-wise Outliers [22]

e Shaplet outliers are one or a series of subsequences that has a dissimilar basic shaplet
(pattern) compared with the standard data shaplet (pattern).

e Seasonal outliers are subsequences with abnormal seasonalities compared with the
general data seasonality. This often represents unusual phenonmenon (ex. a spike in
web traffic due to a holiday, or an increase in residential power demand because to a
major televised sporting event).

e Trend outliers are abnormal subsequenes that resultingly alter the overal distribution
of the following data. This is the type of outlier that is present in one of the data sets
analyzed in this work and will be a focus of the detection strategies presented.

4.3 Current Time Series Techniques

Numerous outlier detection techniques currently exist each is traditionally applied to one
domain specific problem. These techniques are very versatile (especially unsupervised ones)
and as such can be applied in a much more general sense. This section will focus on current
developments and advances across all disciplines in anomaly detection techniques.

While there are many new and state-of-the-art developments, corresponding code to a
publication is often not included. This makes reproducing the results presented in the paper
difficult and in order to utilize these techniques in practice, the algorithm has to be imple-
mented based on pseudo-code, a time consuming process. As such, this will serve primarily
as a survey of promising techniques. Section will examine existing implementations of
some of these techniques. If one of the non-implemented techniques is proposed to have su-
perior performance, the researchers will examine implementing and adding it to an appropriate
existing open source machine learning library.

4.3.1 Streaming Half Space Trees (HST)

Streaming Half-Space Trees (HST) are a fast one-class anomaly detector for evolving data
streams [23]. It is an efficient method for point-wise outlier detection and is implemented in
a variety of anomaly detection libraries. This technique relies on ensembleing HS-Trees which
are full binary trees, where all leaves are at the same depth. It is fast, relatively efficient with
a time and space complexity of O(1), and is suitable for handling streaming data.

Project Title: FIREMAN 23 https:/ /fireman-project.eu
Project Coordinator: LUT



Version 1.0, 21/12/2021

4.3.2 Local Outlier Factor (LOF)

The Local Outlier Factor (LOF) technique assigns a degree of ‘outlierness’ to each dat-
apoint as opposed to a binary classifier. The traditional LOF method is used to detect out-
liers in static datasets. Since it must compute neighborhood distances for each data point,
which must be recomputed entirely when a new datapoint is added, it is not well suited for
streaming data. Many researchers have proposed streaming adaptations to the base LOF al-
gorithm [24], [25]. The extensions modify the algorithm to be suitable for stream learning as
well as improve memory and computational performance and speed. This algorithm is well
suited to point-wise contextual outlier detection.

4.3.3 Matrix Profile

The Matrix Profile is defined as a vector that represents the distances between all subse-
quences within a time seires and their nearest neighbors [26].

4.4 Anomaly Detection Libraries

Techniques were surveyed from a variety of github repositories and online sources using
comprehensive tools and frameworks lists [27]. The most relevant and promising libraries are
selected and their performance will be evaluated with the sample data sets. Certain exclusion
criteria was applied to narrow the list of frameworks.This list includes:

e Not supporting python

Does not run on specific platforms (ex. only Ubuntu)

No longer being maintained (explicitly or no recent git commits)

Non-suitability for the provided task (focused on forecasting, point-wise outliers, etc. )

Focused on a specific non-applicable domain (like image processing)
e Designed primarily for creating a production workflow

In further research the production oriented libraries may be considered to implement a pro-
duction outlier detection pipeline as many of them use the underlying libraries described here
for detection.

Table 7?7 at the end of the section presents a summary and comparison of the algorithms
and libraries discussed in the following subsections. It also highlights the techniques that work
well for point-wise outlier detection, context-wise time-series detection, drift detection, and
segmentation.

4.4.1 PySAD

PySAD is an open-source python framework for anomaly detection on streaming multivari-
ate data [28]. PySAD can operate in a streaming context so models can be updated as new
data points arrive. This is both computational and memory efficient. PySAD also provides
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a variety of pre-processing, post-processing, and probability calculation tools. This library
provides both univariate and multivariate prediction models for supervised and unsupervised
data.

4.4.2 PyOD

PyOD is a python framework for anomaly detection on non-streaming data. PySAD pro-
vides an interface for PyOD for certain batch processing tasks. PyOD includes more than 30
detection algorithms, from classical LOF (SIGMOD 2000) to the latest COPOD (ICDM 2020)
and SUOD (MLSys 2021) algorithms [29]. Its features include:

e Unified APIs, detailed documentation, and interactive examples across various algo-
rithms.

e Advanced models, including classical ones from scikit-learn, latest deep learning methods,
and emerging algorithms like COPOD.

e Optimized performance with JIT and parallelization when possible, using numba and
joblib.
4.4.3 River

River is a streaming machine learning library that provides tools for anomaly detection,
drift detection, and more. It is a fast and efficient library that can learn and predict with single
instances. Some of its features include [30]:

e Linear models with a wide array of optimizers
e Nearest neighbors, decision trees, naive Bayes
e Anomaly detection

e Time series forecasting

e Imbalanced learning

444 STUMPY

STUMPY s a library used to compute the uni-variate or multi-variate matrix profile for
provided time series data created by U.S. based investment firm TD Ameritrade. The naive
approach of of comparing all pairwise distances between each sub-sequence, known as a self-
similarity join, is very computationally expensive with a complexity of O(n?*m). STUMPY
introduces a computationally efficient way to compute the matrix profile defined in section
[4.3.3] The library incorporates various gpu-accelerated methods to further improve perfor-
mance. This can be used for a variety of time series data mining tasks including: [31]

e pattern/motif (approximately repeated subsequences within a longer time series) discov-
ery
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e anomaly/novelty (discord) discovery

e shapelet discovery

e semantic segmentation

e streaming (on-line) data

e fast approximate matrix profiles

e time series chains (temporally ordered set of subsequence patterns)
e snippets for summarizing long time series

e pan matrix profiles for selecting the best subsequence window size(s)

STUMPY is well suited to analyzing pattern-wise outliers in the dataset and finding anomalies,
called discords in this discipline. This library will be used to create and analyze a uni-variate
and multi-variate Matrix Profile for the sample dataset.

4.4.5 tsod

The tsod package aims to provide examples and algorithms for detecting anomalies in time
series data specifically tailored to the water domain [32]. Although it is designed for the water
domain, the techniques can be analyzed and used in a variety of other domains. It includes a
gradient detection technique for detecting abrupt changes that will be explored.

44.6 TODS

TODS provides a varity of automated machine learning tools for outlier detection on
multivariate time-series data [33]. It includes many state-of-the-art algorithms and anomaly
detection techniques. It is focused on the following three tasks [33]

e Full Stack Machine Learning System with support for prepossessing, feature extrac-
tion, detection algorithms, and human-in-the-loop interfaces.

e Extensive Algorithms, including PyOD's point-wise detection algorithms, pattern-wise
detection algorithms, and ensemble algorithms for global anomaly detection.

e Automated Machine Learning to provide knowledge-free processes that construct
optimal pipelines based on the provided data by automatically searching for the best
combination of techniques from existing modules.

4.4.7 Alibi Detect

Alibi Detect is a library developed by U.K. based Seldon for outlier, adversarial, and drift
data detection compaitble with TensorFlow and PyTorch backends [34]. There are a variety
of supported algorithms for these three types of data detection tasks and the package is
actively maintained. The company also provide and maintain an enterprise machine learning
deployment platform that integrates with Alibi Detect. The researchers will explore this further
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in subsequent work when examining the production pipeline. The framework handles streaming
and offline data detection for time series, tabular, text, and image data.

4.4.8 banpei

Banpei is a Python package of the anomaly detection [35]. It implements the Singular
spectrum transformation (SST) algorithm for change point detection and Hotelling's theory
for outlier detection. It was designed to offer real time monitoring functionality and operates
on streaming data.

4.49 SaxPy

Symbolic Aggregate approximation (SAX) is used to transform a series of numerical data
points into a sequence of letters [36]. The library implements HOT-SAX, a time series anomaly
detection algorithm.

4.4.10 Darts

Darts is a machine learning library primarily for time series data forecasting developed by
the Swiss Al company Unit8. The library provides a variety of advanced and classic models
with a sci-kit learn compatible interface. The emphasis of the library is on offering modern
machine learning functionalities such as supporting multidimensional series, meta-learning on
multiple series, training on large datasets, incorporating external data, ensembling models, and
providing a rich support for probabilistic forecasting [37].

4.4.11 SalesForce’s Merlion

Merlion [38] is a Python library for time series intelligence. It provides an end-to-end
machine learning framework that includes loading and transforming data, building and training
models, post-processing model outputs, and evaluating model performance. It supports various
time series learning tasks, including forecasting and anomaly detection for both univariate and
multivariate time series. The key features of this library are:

e Standardized and easily extensible data loading and benchmarking for a wide range of
forecasting and anomaly detection datasets.

e A library of diverse models for both anomaly detection and forecasting, unified under a
shared interface. Models include classic statistical methods, tree ensembles, and deep
learning approaches. Advanced users may fully configure each model as desired.

e AutoML for automated hyperaparameter tuning and model selection.

e Practical, industry-inspired post-processing rules for anomaly detectors that make
anomaly scores more interpretable, while also reducing the number of false positives.

e Flexible evaluation pipelines that simulate the live deployment and re-training of a model
in production, and evaluate performance on both forecasting and anomaly detection.
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4.4.12 Zillow’s Luminaire

Luminaire [39] is a python package that provides ML-driven solutions for monitoring time
series data. Luminaire provides several anomaly detection and forecasting capabilities that
incorporate correlational and seasonal patterns as well as uncontrollable variations in the data
over time. This library provides a technique to monitor data points over a window of time
which is helpful in detecting context-wise outliers in a streaming context.

4.5 Expected contributions for the next period

In the following period, we plan to select and evaluate different options to have an ex-
plainable approach using deep learning for outlier detection in a specific case related to the
micro-grid scenario developed in WP6. This approach will be compared to QARMA (see next
section), which is the most important method of rare event detection in FIREMAN (that is
explainable by design).
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5 Updating extracted rules in real-time

QARMA is one of the major ML/DM techniques that this project investigates regarding
rare event detection in Industry 4.0 settings (the other being neural network- and in particular
deep learning-based techniques including adversarial learning etc.) QARMA itself is a family of
algorithms for extracting all non-dominated quantitative rules that hold on a particular training
set. We have designed and implemented special fusion algorithms that optimally combine the
triggering rues on new instances to reach a final decision. We have already shown in various
contexts that QARMA can produce very high-quality results that compare well to deep learning
approaches [40,41]. Still, QARMA would benefit from an online update version, where after a
(possibly small but representative) training dataset has been presented to it, and all rules have
been extracted, the rule-set can be further updated in near real-time as new (labeled) data
instances are presented via simple, embarrassingly parallel algorithms. We present exactly this
feature.

After QARMA runs with an initial training dataset, it extracts the set of all non-dominated
quantitative rules that hold on that training set, and have support and confidence (and/or
any other interestingness metric specified by the user before running QARMA) levels above
the minimum thresholds specified by the user. Based on this ruleset (that can often contain
thousands of rules), whenever a new previously unseen test instance comes for classification,
a intelligent fusion algorithm described in D5.3 combines the results of the firing rules on that
test instance, and produces a final decision (class, or regression estimation).

However, it is often the case in machine learning applications, that new data are obtained
after the initial training of an algorithm. One naive approach, would then call for the QARMA
algorithm to run again, to extract all algorithms that hold on the new, expanded dataset, but
this would result in a waste of the effort of the previous QARMA runs, and result in serious
cost increases in case these runs are done in a cloud environment where CPU cycles can be
very costly.

An alternative approach, which however no longer carries with it the guarantee of having
all the non-dominated valid rules that hold on the expanded dataset, is to simply update in
real-time the support, confidence and any other metrics measured by the system for each of the
original rules it contains, and if any such metric falls below the minimum threshold specified
by the user, remove it from the database. This approach guarantees that after each new test
instance added to the dataset, all the remaining rules in the ruleset remain valid. However,
the following properties of the original ruleset that used to hold on the original training set are
no longer guaranteed to hold:

e The ruleset contains ALL valid non-dominated rules that hold on the dataset
e All the rules in the ruleset are non-dominated
On the other hand, the following properties are still guaranteed to hold:

e Every rule in the ruleset is a valid rule, whose support and confidence (and/or any other
metric of interest) is above the minimum user-specified thresholds.
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Rule update procedure

Updating all the rules so that their support and confidence (and any other metric of
interest) remain valid as a new test instance arrives, requires linear time in the size of the
ruleset, as Algorithm [1] shows.

For a constant set of interestingness metrics M (that usually comprises of just the confi-
dence metric ¢(-)) Algorithm UpdateRuleset runs in linear-time in the size of the ruleset R as
long as the update of the support and interestingness metrics can happen in constant time.
Given that the size of the original dataset D is known, and that the values supp(r|D) and
m(r|D) for each m € M are also known in advance (maintained as attributes in the database
holding the rules), the new value for the support supp(r|DU{(t,v)}) of the rule is computed
by simply adding one to the nominator of the fraction representing the support of the rule if
the rule is satisfied on the new test instance and adding zero otherwise, and dividing by the
quantity |D| 4+ 1. The computation for the other metrics of interest is completely analogous,
and happens in constant-time.

To counter-act the fact that as new data instances are presented to the system, the
updated rules may not correspond to the set of all valid, non-dominated rules that hold on
the updated dataset and thus the resulting ruleset might “drift” from the optimal one, we
propose a periodic re-run of the entire QARMA algorithm once the system has been updated
with at least | D|/4 instances where D is the original dataset the algorithm was trained on the
last time it ran. When performing such a “hard-rerun” of QARMA, we first pre-empty the
database of any rules it held before and run the algorithm from scratch.
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Algorithm 1: Algorithm UpdateRuleset
Input:
A. Set <QuantRule> R that holds on the original training dataset
B. (TestInstance ¢, TargetValue v) a new test-instance ¢ with a value v for the target
C. Original training dataset D and metrics of interest supp(-), m;(-) € M
D. Support threshold sy and interestingness metric thresholds thres(m;)vm; € M
Begin:
for each rule r € R do:
Let s = supp(r|D U{(t,v)}
if s < st then
Set R=R—{r}
continue
end-if
Set rmwed = false
for each m; in the set of metrics of interest M do:
Let ¢; = my(r|D U{(t,v)})
If ¢; < thres(m;) then
Set R = R — {r}, rmved = true

break
end-if

end-for

if rmved==false Set supp(r) = s,Vm; € M : m;(r) = m;(r|D U{(t,v)})
end-for

Set D =D U{(t,v)}

End
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6 Conclusions

This document presented initial insights of FIREMAN outputs from Task 5.3. Two main
areas of research have risen within the document. The first focusing on fault detection and
classification, and the second on decision making and control in an industrial environment.
When combined, these two areas of research, provide a framework for rare event detection,
classification, decision making and control for rare events.
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